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This document includes solutions to problems for part II of the book (Chapters 8-14). 
I welcome teachers to contact me with any comments or questions. 
If you find any errors please let me know. Other readers (both students and teachers) would appreciate knowing about them.
A large number of problems include a solution already. These are meant to be exercises that give the reader experience in using a method or thinking about a problem.
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Solutions to problems: Chapter 8
The Eukaryotic Chromosome



[8.1] This problem encourages you to explore the UCSC Table Browser via Galaxy. How many microsatellites are there in the human genome, and which one in the Table Browser is longest? (1) Visit the UCSC Table Browser. For the group “Variation and Repeats” set the region to “Genome,” the output to BED file, and send the query to Galaxy (with one BED record per whole gene). (2) In Galaxy, use Tools > Text Manipulation > Compute an expression on every row. Subtract c3-c2 (the end position minus the start position with rounding the result). A new column (c5) is generated.   (3) Under Tools > Filter and Sort > Sort in descending order based on column c5. The largest satellite element (chr19:43167386-43167883) extends almost 500 base pairs, all consisting of a repeating pattern of AT residues.

Solutions/comments:
We begin at the Table Browser (http://genome.ucsc.edu/cgi-bin/hgTables). The settings are as follows.

Click the summary/statistics tab (at the bottom) to see that there are 41,572 microsatellites in this genome build. Click “get output” to send the output to Galaxy. The data are as follows:

As discussed in the problem, compute an expression on every row:

Next sort the data on column c5 in descending order.

The largest microsatellite is on chromosome 19 (length 497 base pairs) as shown on the top row of the display panel:


[8.2] This problem uses R to search for patterns in DNA. The first 15 nucleotides of the beta globin coding sequence (on human chromosome 11; chr11:5,248,237-5,248,251 of GRCh37/hg19) are 5’-ATGGTGCATCTGACT-3’. (This gene is transcribed on the bottom strand, so the top strand sequence is 5’- AGTCAGATGCACCAT-3’). How often does that pattern occur on chromosome 11, and where? A more detailed version of this exercise is provided as Web Document 8.11. (1) Install R and RStudio (as above) and set your working directory to your favorite folder. Then download the human genome reference sequence and install the biostrings package.

> source("http://bioconductor.org/biocLite.R")
> biocLite("BSgenome.Hsapiens.UCSC.hg19") 
# this may take about 30 minutes to download. 
> biocLite("Biostrings") 
> library("BSgenome.Hsapiens.UCSC.hg18") # This loads the required packages BSgenome, IRanges
> installed.genomes()
[1] "BSgenome.Hsapiens.UCSC.hg19" # our package is installed!
available.genomes() # note all the available genomes including hg17 hg18 hg19
BioC_mirror = http://bioconductor.org
Change using chooseBioCmirror().
 [1] "BSgenome.Alyrata.JGI.v1"              
 [2] "BSgenome.Amellifera.BeeBase.assembly4"
 [3] "BSgenome.Amellifera.UCSC.apiMel2"
…
> ?available.genomes 
# get help on how to install a particular genome
> Hsapiens # this will show us information about the genome we selected and its chromosomes
> seqnames(Hsapiens) # list the various chromosomes and unplaced sequences.
 [1] "chr1"    …
> Seqinfo(Hsapiens)# this also describes the chromosomes
> mypattern15rev <- DNAString("AGTCAGATGCACCAT") # We specify a pattern, in this case consisting of 15 bases
> mypattern15rev # Display the bases
  15-letter "DNAString" instance
seq: AGTCAGATGCACCAT
> matchPattern(mypattern15rev, Hsapiens$chr11)
  Views on a 135006516-letter DNAString subject
subject: NNNNNNNNNNNNNNNNNNNNNNNNN...NNNNNNNNNNNNNNNNNNNNNNNNN
views:
      start     end width
[1] 5248237 5248251    15 [AGTCAGATGCACCAT]
[2] 5255649 5255663    15 [AGTCAGATGCACCAT]

	Thus there are two matches. Does the second match correspond to a different globin gene? What happens if you repeat the search, and tolerate up to 2 mismatches? Try this:
> matchPattern(mypattern15rev, Hsapiens$chr11, max.mismatch=2)

Solutions/comments:
This problem provides detailed instructions. Try searching for different patterns on different chromosomes. Read more about matchPattern by searching R or RStudio (from the command prompt type ?matchPattern).

[8.3] The purpose of this problem is to obtain a typical data set—in this case, a table of repetitive DNA elements found in a 70,000 base pair region of the globin locus—and plot the results in R. (1) Go to the UCSC Table Browser. Set the genome and build to human GRCh37/hg19; use group “Variation and Repeats,” track “RepeatMasker,” position chr11:5,230,001-5,300,000, output format “select fields from selected table,” output filename ucsc_chr11_repeats.txt, and click “get output.” When prompted, select the following fields: swScore (Smith Waterman alignment score), genoStart and genoEnd (genomic positions), strand (+ or – orientation), repName, repClass, and repFamily (name, class and family of each repeat). Since you specify an output file name, a plain text file is returned which you can save to a directory. The output has 91 rows plus a header, and while you should obtain this file yourself it is also available as Web Document 8.12.  Note that the output columns include Smith Waterman scores (swScore), repeat class, and repeat family. (2) Open RStudio, and set your working directory to the place you saved your file. Import ths text file via the workspace panel (specify that there is a header row). Inspect some basic properties of this dataset. 
> dim(ucsc_chr11_repeats3)
[1] 91  7
> str(ucsc_chr11_repeats3)
'data.frame':	91 obs. of  7 variables:
 $ X.swScore: int  208 1218 189 1691 12383 1530 12383 4149 266 797 ...
 $ genoStart: int  5230215 5230647 5231331 5232000 5232660 5234055 5234278 5235524 5236584 5236631 ...
 $ genoEnd  : int  5230295 5231194 5231407 5232286 5234055 5234278 5235526 5236191 5236624 5236773 ...
 $ strand   : Factor w/ 2 levels "-","+": 2 1 1 2 1 1 1 2 2 1 ...
 $ repName  : Factor w/ 51 levels "(A)n","(CA)n",..: 48 29 49 13 38 36 38 38 10 23 ...
 $ repClass : Factor w/ 7 levels "DNA","LINE","Low_complexity",..: 6 2 6 6 2 2 2 2 5 6 ...
 $ repFamily: Factor w/ 11 levels "Alu","ERV1","ERVL",..: 9 6 9 1 6 6 6 6 10 1 ...

	(3) Plot the repeat class as a boxplot.

> plot(x = ucsc_chr11_repeats3$repClass, 
     y = ucsc_chr11_repeats3$X.swScore, 
     main = "Repeat classes in the human beta globin locus",
     col = "pink", 
     xlab = "repeat class",
     ylab = "SW score")

Which repeat class has the highest mean Smith Waterman scores? You can inspect the plots, or you can invoke the tapply command to determine the mean and other summary data.
> tapply(ucsc_chr11_repeats3$X.swScore, ucsc_chr11_repeats3$repClass, mean)
> tapply(ucsc_chr11_repeats3$X.swScore, ucsc_chr11_repeats3$repClass, range)

Solutions/comments:
This problem is accompanied by detailed instructions. Obtain the data from UCSC:

The fields are selected:


Use terminal (on a Mac) to view the top (head) and bottom (tail) of the text file with chromosome 11 repeats. Also use word count (wc -l) to see that there are 92 rows (entries) in this file.

The rest of the problem can be completed in R. I suggest using RStudio as an interface (it is available for free for Mac or PC). I have created an R markdown file that includes the detailed, reproducible solution (chapter8problem3.Rmd and by using knit HTML see the solution in a prettier form including the outputs, chapter8problem3.html).


[8.4] In this exercise we will use the R package GenomeGraphs in RStudio to plot the structure of the beta globin gene, and plot the position of this gene on an ideogram of chromosome 11. We will extract informaton from Biomart. For more information browse the GenomeGraphs vignette at the bioconductor.org website, as well as a user's guide written by Steffen Durinck and James Bullard.
> source("http://bioconductor.org/biocLite.R")
> biocLite("GenomeGraphs")
> options(width=50)
> library(GenomeGraphs)
> mart <- useMart("ensembl", dataset="hsapiens_gene_ensembl")
> gene <- makeGene(id = "ENSG00000244734", type="ensembl_gene_id", biomart = mart)
> gdPlot(gene) # save the output as Rplot1 (a .png file)

> transcript <- makeTranscript(id = "ENSG00000244734", type="ensembl_gene_id", biomart = mart)
> gdPlot(list(gene, transcript)) # save the output as Rplot2 (a .png file)

> minusStrand <- makeGeneRegion(chromosome = 11, start = 5246696, end = 5248301, strand = "-", biomart = mart)
> genomeAxis <- makeGenomeAxis(add53 = TRUE) # Add53 shows 5' and 3' ends
> gdPlot(list(genomeAxis, minusStrand)) 
# This shows a plot with brown boxes for [exons] and genomic coordinates. Save it as Rplot3.
> minStrand <- makeGeneRegion( chromosome = 11, start = 5200000, end = 5250000, strand = "-", biomart = mart)
> ideogram <- makeIdeogram(chromosome = 11)
> genomeAxis <- makeGenomeAxis(add53=TRUE, add35=TRUE)
> gdPlot(list(ideogram, minusStrand, genomeAxis, minStrand)) 
# save as Rplot4.png

Solutions/comments:
I have created an R markdown file called chapter8problem4.Rmd. It includes the R code used in this problem, and this code can be run in the console of RStudio.

[8.5] The purpose of this exercise is to become familiar with ENCODE resources at UCSC. Visit the ENCODE Experiment Matrix site (
►http://encodeproject.org/ENCODE/dataMatrix/encodeDataMatrixHuman.html) (WebLink 8.47). This includes GM12878 BAM and BAM index (BAI) files; we will learn how to view and manipulate BAM files in Chapter 9. This matrix site has clickable boxes, e.g. DNase-seq and many other assays for GM12878 (a HapMap individual). Click on such a box and view the data in the UCSC Genome Brower. Select a specific gene (such as HBB). What can you learn about its regulation from the ENCODE data matrix?

Solutions/comments:
The ENCODE website given in this problem is one of several ENCODE hub sites. A partial screen capture includes the following:

A search for GM12878 includes the following >400 entries. Note that GM indicates a cell line from the repository at Coriell, while NA (e.g. NA12878) refers to genomic DNA from that individual.



Here is a list of available GM12878 experiments with BAM files, obtained by applying search criteria on the left sidebar:


Here is an example of a GM12878 experiment including an available BAM file, from https://www.encodeproject.org/experiments/ENCSR000BZT/



[8.6] (a)	Retrieve a typical Mus musculus bacterial artificial chromosome (BAC) from Entrez. (E.g., choose BAC T18A20, GenBank accession AC009324.)
●	Note the approximate size (in kilobases). Is this a large or a small BAC?
●	Note the approximate number of protein products in it. Bacteria have about one gene per kilobase. How many genes are there per kilobase in this eukaryotic DNA?
(b)	Go to the ORF Finder at NCBI:
●	From the main page, look at the left sidebar. Choose “Tools for data mining”; then you will see the ORF Finder.
●	Alternatively, from the main page, look at the left sidebar at the top. Choose “Site map” and you will also find a link to the ORF Finder.
●	Paste in the accession number for your BAC. Click OrfFind.
(c)	At the ORF Finder at NCBI, Click on the largest ORF.
●	How many amino acids long is it?
●	What is its molecular weight (in kilodaltons)?
●	Is this protein small, average, or large?
●	From which strand of the BAC is this putative gene transcribed? Overall, are there more ORFs on the top or bottom strand or is it about the same?
(d)	Using the ORF Finder at NCBI, BLAST search the ORF of (c) using the default parameters that are given to you.
●	Note that the results page is NOT updated automatically so you may need to reload your page.
●	This BLAST result reveals many matches to Mus proteins. However, note that if you do a standard BLASTP search using this ORF as a query, you will find matches to many dozens of species. Also you will see a match to the Conserved Domain Database.

Solutions/comments:
We can search with the accession at the NCBI website, as shown here; an alternative is to use EDirect on the command line.

This produces an NCBI Nucleotide entry. Note that the species is the plant Arabidopsis, although the problem (mistakenly) indicates a mouse BAC.

The size, ~85,000 base pairs, is typical for a BAC although slightly smaller than average. There are 15 coding sequences (CDS); 85,000/15 suggests one gene per 5600 base pairs. This is more dense than found in a typical mammalian genome, but less dense than found in bacteria.
Next find the ORF finder by looking at the alphabetical list of NCBI resources:




This tool is available at http://www.ncbi.nlm.nih.gov/gorf/gorf.html. Enter the accession of interest.


The result shows that the ORFs are on the top three (+1, +2, +3) or bottom three (-1, -2, -3) strands. The longest ORF is 4599 nucleotides. By clicking the teal box you can see that the length of the corresponding protein is 1532 amino acids. This is larger than the average protein which is perhaps 350 amino acids in length.
By inspection, there is a comparable number of ORFs in each of the 6 reading frames. To assess this in more detail, copy the data from the web page into a text document, import the document into R, and both count and plot the number of entries in each of the six categories.









Select the largest ORF and click BLAST.


There are many matches.

These have a variety of names such as retrotransposon proteins:


The matches also have conserved domains:


[8.7]	Human centromeres typically contain several thousand base pairs of a 171-bp repeat called α-satellite (accession X07685). First perform a BLASTN search against the nonredundant database. What kinds of database matches do you observe? Second, restrict your BLAST search to nonhumans. (In the options section that allows you to limit by Entrez query, try typing “satellite NOT human[organism].”) Are there matches in primates, rodents, or plants? Why might centromeric repeats have this phylogenetic distribution; would you expect each species to have its own, unique centromeric signature?

Solutions/comments:
Here is a BLASTN search page:


The results show many close, human matches:



Many BAC clones include alpha satellite DNA, and you can see BAC clones in the hit list:




The results include a 100% match to the alpha satellite consensus:


Next here is a search excluding human sequences:


The results include mostly primate matches:

The lowest entry shown here, from Spirometra erinaceieuropaei, is a flatworm. This is perhaps a genome assembly contaminated by human (or other) DNA. You could explore this further by performing BLAST searches with the flatworm sequence as a query.



[8.8] Let’s further explore human centromeric regions. There is an enrichment of segmentally duplicated segments in pericentromeric regions (e.g. within 5 Mb of the centromere; She et al., 2004). How many duplicated segments are present near the centromere of chromosome 11? Is the number in this region greater than that of the chromosome-wide average? (1) Go the UCSC Genome Browser, view the human GRCh37/hg19 build, and view coordinates chr11:48,000,001-58,000,000 (a span of 10 Mb). (2) View the segmental duplication data in the Table Browser; inspect the summary. This region includes 3.4 Mb in gaps (because of the centromere), 328 duplications spanning ~1.8 Mb (182 duplications pe Mb). (3) Repeat this Table Browser analysis across all of chromosome 11. There are 1,933 segmental duplications per 135 Mb (14 per Mb). 

Solutions/comments:
Here is a view of the 10 Mb region on chromosome 11 in the UCSC Genome Browser. Note the following:
the ideogram for chromosome 11 shows that we are centered on the centromere; 
the track for gaps is shown, with one region explicitly labeled centromere; 
the hg38 diff track is open (from the Mapping and Sequencing category), showing many regions where there have been changes from the GRCh37 to the GRCh38 human genome builds; and
the segmental duplication track is open in squish mode, showing a very large number of segmental duplications.


Use the UCSC Table Browser. The summary/statistics tab shows that there are 328 segmental duplications in this 10 Mb region (about 33 segmental duplications per megabase).













The output can be of selected fields in this region such as:


We enter the value chr11 in the box by “position” in the region settings. We then click lookup in order to evaluate the entire chromosome, and the range chr11:1-135006516 is given:










The summary/statistics tab shows that there are 1933 segmental duplications across this entire chromosome of 135 Mb (14 per megabase).



[8.9] Identify ultraconserved elements that share 100% identity between the chicken and human genomes. While there are several approaches, try the following. (1) Go the the UCSC Genome Bioinformatics site (►http://genome.ucsc.edu). Select the Table Browser. Set the clade to vertebrate clade, the genome to Chicken, the group to “Comparative Genomics,” and the track to “Most Conserved.” Under “region” select whole genome. (2) If you get the summary statistics at this point, there are over 950,000 items which includes a range of conservation levels. The output format is “all fields from selected table.” Click the filter button, and select scores that are >900 (on a scale from 1 to 1000). There are now only six items (on chicken chromosomes 1, 2, 5, and 7). These are listed in web document 8.13 at ►http://www.bioinfbook.org/chapter8. (3) Change the output format to “hyperlinks to Genome Browser.” You can now access the Genome Browser showing these ultraconserved elements, and by clicking the annotation tracks you can view multiple sequence alignments of the highly conserved DNA. 

Solutions/comments:
Set the genome to chicken and select an arbitrary location to begin with the Genome Browser, or begin directly with the Table Browser.










We can see that the 2011 chicken genome assembly does not include a “most conserved” track, so we find it in the 2006 assembly. There are 950,000 entries.


Note the filter option.  Set the score >900. Submit.


There are now just 6 entries.

View them:

#filter: phastConsElements7way.score > 900
#bin	chrom	chromStart	chromEnd	name	score
1467	chr1	115609155	115611727	lod=6730	932
1830	chr1	163185392	163188884	lod=7420	943
1532	chr2	124250348	124254628	lod=12046	1000
853	chr5	35196730	35199972	lod=6543	928
867	chr5	37047411	37050292	lod=6064	919
851	chr7	34929339	34931425	lod=5201	901

Set hyperlinks to the Genome Browser:


In the browser, zoom on an element of interest:






The element is (as expected) highly conserved:






[8.10] Which genes express the greatest extent of copy number gains and losses in the human genome? (1) Use the UCSC Table Browser DGV Structural Variation track (in the Variation and Repeats group), setting the region to genome. The summary/statistics option shows that there are >200,000 items in hg19. (2) Choose the filters option by clicking “create.” Using the pulldown menus select “observedGains” is >100 and “observedLosses” is >100. Click submit. The summary/statistics tab shows that there are now 18 results. The “Get output” tab allows you to see the 18 entries. These include highly polymorphic HLA genes  and LILRA6 (a leukocyte immunoglobulin-like receptor gene on chromosome 19q). See Web Document 8.14.  You can also view one of these genes and its DGV track in the UCSC Genome Browser to see the dramatic copy number variation.

Solutions/comments:
Set the Table Browser as described. The Table Browser summary tab shows >340,000 structural variants in the human genome:





Change the filter settings:


There are now just 115 items. Currently, changing these values from 100 to 300 results in 31 items, and setting the gains and losses >700 produces 13 results:
#filter: dgvMerged.observedGains > 700 and dgvMerged.observedLosses > 700
#bin	chrom	chromStart	chromEnd	name	score	strand	thickStart	thickEnd	itemRgb	varType	reference	pubMedId	method	platform	mergedVariants	supportingVariants	sampleSize	observedGains	observedLosses	cohortDescription	genes	samples
218	chr1	152551248	152591213	dgv420n100	0	+	152551248	152551248	9127187	gain+loss	Coe et al 2014	25217958	Oligo aCGH, SNP array			nsv1007918,nsv1002461,nsv998604,nsv1011427,nsv1008926,nsv999226,nsv1014121,nsv1007163,nsv1008327,nsv998607,nsv1009559,nsv998274,nsv1001375,nsv998031,nsv1004673,nsv999129,nsv1000701,nsv1013483,nsv1003265,nsv1009665,nsv1006856,nsv1000442,nsv1004748,nsv1001962,nsv1001095,nsv1005712,nsv1011035,nsv1013478,nsv1014407	29084	1867	2836		LCE3B, LCE3C, LCE3D	
1140	chr1	72759496	72817009	dgv186n100	0	+	72759496	72759496	9127187	gain+loss	Coe et al 2014	25217958	Oligo aCGH, SNP array			nsv997915,nsv997665,nsv1005581,nsv997354,nsv1011434,nsv1004974,nsv1004497,nsv1005131,nsv998810,nsv1012858,nsv1008678,nsv1014678,nsv1011218,nsv1007261,nsv1011000,nsv1011940,nsv1008865,nsv1004356	29084	1578	3408			
987	chr2	52754455	52781530	dgv3827n100	0	+	52754455	52754455	9127187	gain+loss	Coe et al 2014	25217958	Oligo aCGH, SNP array			nsv1010748,nsv1001900,nsv1007396,nsv1007051,nsv1012038,nsv1007397,nsv1006156,nsv1005358,nsv998967,nsv1014346,nsv1005993,nsv1008278,nsv999548,nsv998079,nsv998148,nsv1000088,nsv1013767,nsv1008422,nsv1004231,nsv999547,nsv1014388	29084	947	844			
28	chr3	162512644	162628912	dgv4944n100	0	+	162512644	162512644	9127187	gain+loss	Coe et al 2014	25217958	Oligo aCGH, SNP array			nsv1002936,nsv1002622,nsv1014732,nsv1001004,nsv1002912,nsv1009786,nsv1010614,nsv1003626,nsv1001665,nsv1001200,nsv1014041,nsv1001785,nsv1013511,nsv1000836,nsv1004205,nsv1001296,nsv1004782,nsv1011637,nsv1001288,nsv1012336,nsv1000556,nsv999643,nsv999515,nsv1002655,nsv1010417,nsv1011884,nsv1006820,nsv1011036,nsv1013588,nsv1005031,nsv1012557,nsv1005689,nsv1011901,nsv1007768,nsv1011610,nsv1010603,nsv1007806,nsv998710,nsv1002429,nsv998927,nsv1008089,nsv1003531	29084	2238	1156			
82	chr4	10214159	10240663	dgv5132n100	0	+	10214159	10214159	9127187	gain+loss	Coe et al 2014	25217958	Oligo aCGH, SNP array			nsv998688,nsv1007457,nsv1004157,nsv1003967,nsv1000230,nsv1000332,nsv1006757,nsv1006198,nsv1005038	29084	1420	1692			
139	chr4	69371990	69489323	dgv5262n100	0	+	69371990	69371990	9127187	gain+loss	Coe et al 2014	25217958	Oligo aCGH, SNP array			nsv1012521,nsv1000742,nsv1001585,nsv1005385,nsv1002780,nsv1003607,nsv1001069,nsv1009422,nsv998849,nsv1005439,nsv1014107,nsv1004932,nsv1013527,nsv1012515,nsv1010323,nsv1012761,nsv999540,nsv1011372,nsv1001576	29084	1391	814		UGT2B17	
850	chr4	34786487	34831855	dgv5181n100	0	+	34786487	34786487	9127187	gain+loss	Coe et al 2014	25217958	Oligo aCGH, SNP array			nsv1012470,nsv1004055,nsv998956,nsv1006135,nsv1007117,nsv1004056,nsv1006778,nsv1007589,nsv1008872,nsv1003561,nsv998818,nsv1008632,nsv1010427,nsv1012370,nsv999905	29084	2024	845			
1376	chr6	103734173	103762049	dgv6121n100	0	+	103734173	103734173	9127187	gain+loss	Coe et al 2014	25217958	Oligo aCGH, SNP array			nsv1033230,nsv1022028,nsv1020554,nsv1015209,nsv1027751,nsv1023984,nsv1021962,nsv1025210,nsv1027189,nsv1019926	29084	2824	2082			
1672	chr7	142476706	142486373	dgv6693n100	0	+	142476706	142476706	9127187	gain+loss	Coe et al 2014	25217958	Oligo aCGH, SNP array			nsv1023819,nsv1019229,nsv1016313,nsv1026709,nsv1033981,nsv1027081,nsv1017896	29084	2296	917		PRSS2, PRSS3P2	
110	chr8	39230170	39397732	dgv7170n100	0	+	39230170	39230170	9127187	gain+loss	Coe et al 2014	25217958	Oligo aCGH, SNP array			nsv1026449,nsv1029400,nsv1027710,nsv1020383,nsv1025312,nsv1024315,nsv1029923,nsv1028070,nsv1029591,nsv1020771,nsv1017604,nsv1023413,nsv1032631,nsv1027753,nsv1024258,nsv1026865,nsv1022586,nsv1031811,nsv1027060,nsv1015493,nsv1031323	29084	3210	1392		ADAM3A, ADAM5	
115	chr9	44727846	44888115	dgv7602n100	0	+	44727846	44727846	9127187	gain+loss	Coe et al 2014	25217958	Oligo aCGH, SNP array			nsv1034915,nsv1026986,nsv1021237,nsv1023804,nsv1035019,nsv1035020,nsv1031438	29084	765	1120			
82	chr12	9627225	9735686	dgv1372n100	0	+	9627225	9627225	9127187	gain+loss	Coe et al 2014	25217958	Oligo aCGH, SNP array			nsv1048751,nsv1037262,nsv1054549,nsv1037672,nsv1036330,nsv1040485	29084	1685	911			
115	chr17	44394399	44788182	dgv3254n100	0	+	44394399	44394399	9127187	gain+loss	Coe et al 2014	25217958	Oligo aCGH, SNP array			nsv1060916,nsv1060709,nsv1066611,nsv1060962,nsv1060166,nsv1055915,nsv1055771,nsv1066643,nsv1066973,nsv1062767,nsv1067046,nsv1064013,nsv1056774,nsv1056798,nsv1058481,nsv1060847,nsv1055512,nsv1061000,nsv1057916,nsv1058326,nsv1058043,nsv1065582,nsv1063091,nsv1056151,nsv1055641,nsv1060304,nsv1058341	29084	803	1537		ARL17A, ARL17B, LRRC37A, LRRC37A2, NSF, NSFP1	
I highlight the chromosome, start and stop positions in yellow, as well as some of the gene symbols. It can be extremely helpful to create a BED file of these highly variably occurring loci to help inform analysis of genomic changes in patients.


[8.11] The dinucleotide CG is often referred to as CpG (p denotes the phosphate linkage between the two residues). In the human genome CpG dinucleotides occur at a very low frequency (about five-fold less than other dinucleotides). What are the frequencies of all dinucleotides at the human beta globin (HBB) locus on chromosome 11? To answer this, we will obtain this DNA sequence in the FASTA format, import it into the R package SeqinR, and use the count function. This problem is described in an online book by Avril Coghlan available at http://a-little-book-of-r-for-bioinformatics.readthedocs.org/en/latest/src/chapter1.html (WebLink 8.48).  See also the SeqinR documentation from http://SeqinR.r-forge.r-project.org/ (WebLink 8.49). (1) We'll select a region of 60,000 base pairs on chr11:5,240,001-5,300,000, encompassing HBB and other globin genes. You can access the DNA via the Table Browser (select output format > sequence) or from the Genome Browser (view > DNA). You can also view SeqinR documentation for instructions on fetching sequences from NCBI in R. (2) Open an R session. We change our working directory to one containing the FASTA sequence.
> dir() # Looking at at the directory we confirm the sequence file is present
[1] "chr11_60kb"
# Next we'll install SeqinR and load its library.
> source("http://bioconductor.org/biocLite.R")
> biocLite("SeqinR")
> library("SeqinR")
> globinDNA <- read.fasta(file = "chr11_60kb") # we read the FASTA formatted file into an R object called globinDNA
> globinseq <- globinDNA[[1]]
> length(globinseq) # We confirm the length of this sequence is 60 kb
[1] 60000
> count(globinseq,1) # the count function reports the frequency of each nucleotide
    a     c     g     t 
18714 12002 11453 17831 
> count(globinseq,2) # we specify we want to know the frequency of all dinucleotides
  aa   ac   ag   at   ca   cc   cg   ct   ga   gc   gg   gt   ta   tc   tg   tt 
6470 3103 4271 4870 4443 2932  406 4221 3615 2282 2660 2896 4186 3685 4116 5843 

	Note that the frequency of CpG dinucleotides is indeed substantially lower than that of all other dinucleotides. We can also create a table object with these results (called mydinucleotides) and view a particular result. We can also plot the results.

> mydinucleotides <- count(globinseq,2)
> mydinucleotides[["cg"]]
[1] 406
> plot(mydinucleotides)
You can view this plot as Web Document 8.1 at the textbook website, http://bioinfbook.org/chapter8. 

Solutions/comments:
I have created an R markdown file called chapter8problem11.Rmd. Open this in RStudio and you can click the “run” command at each line of code to implement the code and see the result. Click “Knit HTML” to see the result in a pretty format; the document name is chapter8problem11.html.





Solutions to problems: Chapter 9
Next-Generation Sequencing



[9.1]	This exercise focuses on FASTQ files on the Mac, Windows, or Linux platforms. Obtain a set of FASTQ files from a repository. (1) Visit the Sequence Read Archive (SRA) at NCBI (http://www.ncbi.nlm.nih.gov /sra/ )(WebLink 9.22). (2) Click “Browse samples.” Enter the search query “1000genomes”; currently there are over 400 samples. To focus on one, select NA19240 (http://www.ncbi.nlm.nih.gov/biosample/SRS000214) (WebLink 9.67). (3) Examine the quality statistics of these FASTQ files using FASTQC either on the command line or with FASTQC at Galaxy. Note that the Tools panel of Galaxy includes an option to upload FASTQ files from Get Data > “Upload File from  your computer.” You can also download FASTQ files from the European Nucleotide Archive (ENA) as mentioned in this chapter. (4) Align the FASTQ files to a reference using Bowtie or BWA. 

Solutions/comments:
This problem is complex and can be studied many different ways. It includes some of the basic operations of next-generation sequence analysis.

While the problem states individual NA19240, let’s instead obtain data for the best-characterized genome, NA12878 (that is the DNA identifier corresponding to cell line GM12878).
NCBI BioProject page for NA12878: http://www.ncbi.nlm.nih.gov/bioproject/204921
As one approach to finding this, visit the SRA page and set several queries as follows: public access data, source = DNA, type = genome, other = aligned data, text word = Illumina.









This produces 15 results, as follows:


Here is one of the results, and its linked page.


Note there are 68 linked SRA experiments:




Another result is for “Genome-in-a-Bottle” (GIAB). Note there are 561 SRA experiments.



Follow the GIAB link to SRA experiments, and choose Run Selector. There are 1,131 runs, and you can limit these (under “Facets” at the left sidebar).

First, click “isolate” on the left sidebar and select NA12878; there are no 88 runs:


Each of these 88 runs has an identifier such as SRR2052337 (top row). All are from individual NA12878, corresponding to SRA sample SRS921479. There are six SRA data types:
(1) SRA is an SRA submission accession. This is a virtual container holding objects from the other five types. 
(2) SRP is an SRA study accession containing project metadata, that is, a study summary. 
(3) SRX is an SRA experiment accession, including metadata, platform, and experimental details. 
(4) SRS is an SRA sample accession describing the physical sample. 
(5) SRZ is an historical SRA analysis accession containing a sequence data file and metadata. 
(6) SRR is an SRA run accession having sequencing data such as SRR2052337.

Select the first five records:



You can download the Accession List, as follows:

SRR2052387
SRR2052388
SRR2052389
SRR2052390
SRR2052391
This list can be used with SRA Toolkit with the argument: 
--option-file <accession list file>

To use SRA Toolkit, begin by downloading it. Follow instructions here for Linux, Windows, or Mac:
http://www.ncbi.nlm.nih.gov/Traces/sra/sra.cgi?view=toolkit_doc&f=std
For example, on a Mac click the download link: 
http://ftp-trace.ncbi.nlm.nih.gov/sra/sdk/2.5.2/sratoolkit.2.5.2-mac64.tar.gz
In the Download folder double-click on the packed download file and it will be uncompressed:

We can copy files from the download directory to our preferred working directory. For example:
lt-pevsnermac-2:sra pevsner$ cp -R ~/Downloads/sratoolkit.2.5.2-mac64 .
lt-pevsnermac-2:sra pevsner$ ls -lh
total 0
drwxr-xr-x@ 8 pevsner  1357801299   272B Aug 29 21:25 sratoolkit.2.5.2-mac64

These directories include binaries. Navigate to the /bin folder, using ls to list files and ls -lh to list files in a directory in the long (-l) human-readable (h) format, as follows:









An SRA Toolkit command such as fastq-dump is not recognized (and returns “command not found”) unless you specify the location of the executable, i.e. the path to the executable:


We can specify the path to each SRA executable, e.g.:
$ ~/PROGRAMS/sra/sratoolkit.2.5.2-mac64/bin/fastq-dump
$ fastq-dump -X 3 -Z SRR2052387
# SRR2052387 is from NA12878

Run the configuration tool.
For documentation see:
http://www.ncbi.nlm.nih.gov/Traces/sra/?view=toolkit_doc&f=fastq-dump

lt-pevsnermac-2:3e_SolutionsToProblems pevsner$ ~/PROGRAMS/sra/sratoolkit.2.5.2-mac64/bin/fastq-dump -I --split-files SRR2052387

Run FastQC to assess the quality of the FASTQ files. 
$ ~/PROGRAMS/FastQC/fastqc --help
The output includes an HTML file summarizing the findings.
The output includes basic statistics. There are ~34 million sequences, none with poor quality, all with length 148 bases, and having an average GC content of 39%.



The following plot shows the quality score (y-axis) as a function of the position in the read. Overall, the base quality sometimes drops dramatically at the very end of sequence reads. In that case some people “trim” the final nucleotides from all reads,  sacrificing some of the data but also lowering the error rate.


The quality scores are very high. A quality score of 30 implies an error rate of 1 in 103 bases. Very few reads have a quality score <20 (i.e. at an error rate of 1:100 bases).


The reads have a uniform length of 148 base pairs.


[9.2] Analyze BAM files using IGV. Explore viewing a chromosome (e.g. the beta globin region) at broad resolution then zoom into base pair resolution. Explore the options for coloring the reads. Select a list of any five gene symbols; upload them as a custom list; and simultaneously view the reads for those five regions.

Solutions/comments:
We first download and install IGV (on a Mac or PC) following the directions on the IGV website. We open IGV. Set the genome to human GRCh37 (hg19). 

Next you can load a BAM file. For example, choose the well-characterized person NA12878. You can find BAM files corresponding to her DNA sequence several ways. Enter NA12878 as a query from the home page of NCBI:

Note there are hundreds of entries in the Sequence Read Archive (SRA).












You can also load pre-existing data from within IGV. Choose “load from server.”



Then try loading the following optional track (datasets), consisting of an exome from a Finish individual (rather than NA12878 for the following example):

In the IGV search box enter hbb.

Then click “Go” to view the coverage of reads (light red bars) centered on the HBB exons (shown as rectangles in the RefSeq track). The x-axis is chromosomal position, and you can zoom in or out.



















Click on the left panel to view options for coloring the reads, scaling the heights of the panels, and other features:


Here we color the alignments by read strand:

This can be important to be sure reads are behaving in the expected manner in terms of distance, orientation (e.g. inversions would give an anomalous pattern), and numbers (e.g. strand bias can occur in which the number of forward or reverse reads deviates from the expected.
We then change the density the reads from expanded to squished:


Changing the density in this way is very useful to understand the pattern of reads obtained in the experiment. You can also explore the number of “off-target” reads (those that do not map to exons as expected for a whole exome sequencing experiment).
Note that the gray “mountain range” plot summarizes the density of the reads across the genomic region, and you can set the scale of that y-axis as desired.

Next let’s look at a group of genes simultaneously.
Under “Regions” select “Gene Lists…”

Create a new list. Type the entries, or upload a text file. Be sure to give your list a name (I used “MyList”)













Now that your list is created, choose “View.” Note there are other options such as viewing pre-selected panels of genes.

View the gene set as a group (zoom in to see alignments).






[9.3] What is the frequency of variants in the HBB gene relative to the HLA locus? Consider using the UCSC Genome/Table Browser (build GRCh37) at positions chr6:29,570,005-33,377,699 (from GABBR1 to KIFC1) and chr11:5,240,001-5,300,000 (including HBB). For more information on the MHC haplotype project visit http://www.ucl.ac.uk/cancer/medical-genomics/mhc (WebLink 9.68).

Solutions/comments:
Looking in the UCSC Table Browser:

The chromosome 6 region of 3,807,695 bp has 198,452 SNPs (from All SNPs(142)) and 11,313 EVS variants (this refers to the NHLBI GO Exome Sequencing Project (ESP)), and 1,313 variants in the ExAC databases of exonic variants from 60,000 individuals.
The chromosome 11 region has 3,872 SNPs, 145 EVS variants, and 18 ExAc variants.
Try a chromosome 11 region of a more comparable size: chr11:3,000,001-6,800,000 (3.8 Mb). There are 179,151 SNPs, 8,004 EVS variants, and 462 ExAc variants.


[9.4] We described a series of BEDtools examples. Obtain your own BED files (e.g. from the UCSC Table Browser) and further explore its tools. The BEDtools website offers many other suggestions for creatively exploring the genome. 

Solutions/comments:
I supply an R markdown file on the book’s website for Chapter 9.


[9.5] Perform variant annotation using SIFT and PolyPhen-2. (You may also use VAAST. Because of its licensing restrictions a public tool is not available, although a license is freely available for academic use.) Select variants that are known to occur in HBB, or select another gene of interest. Of the publicly available individual human genome sequences, which have HBB variants that are predicted to be deleterious? As one approach, visit a region of interest at the UCSC Genome Browser and select the Variant Annotation Integrator. This provides data from SIFT, PolyPhen-2, Mutation Taster, GERP, and other resources.

Solutions/comments:
We’ll begin by obtaining a VCF file from the 1000 Genomes project. While this is a simple web-based approach, I strongly encourage you to obtain a VCF via Linux (or Mac terminal or Cygwin on a PC), and use command-line tools as well. We do this in Problem 9.6.
Visit the 1000 Genomes website:

Link to the 1000 Genomes browser: http://browser.1000genomes.org/
Enter hbb:

Follow the link to the HBB gene (entry 1 below):









The left sidebar includes a link to get VCF data:



















Click “Get VCF data” on the left sidebar, which opens a “Data Slicer” as shown here:


The HBB region is already selected. Here we filter by individual NA12878:

You can download a VCF from this individual, or from a set of individuals, or from a population.

Move this VCF from the downloads folder to a directory of interest.
At the UCSC Genome Browser navigate to HBB then go to the Variant Annotation Integrator. 

There, upload the VCF file.

Select annotations you are interested in, such as:

The output includes a table of variants:

Some of the variants have potential functional consequences that are scored by programs such as MutationTaster, GERP, PolyPhen-2, and SIFT.



[9.6] Explore the Ensembl annotation resources. Use the Variant Effect Predictor (in Linux) to predict the consequences of variants. Use the Data Slicer to create VCF files from various individuals and/or ethnic populations. 

Solutions/comments:
We used the Data Slicer to create VCF files in problem 9.6. 
You can also obtain VCF files here: http://www.ncbi.nlm.nih.gov/variation/docs/human_variation_vcf/
You can access the Variant Effect Predictor (VEP) from Ensembl here:
http://www.ensembl.org/info/docs/tools/vep/index.html
This site includes a tutorial for downloading and compiling the software.





Solutions to problems: Chapter 10
Bioinformatics Approaches to RNA




[10-1] We introduced the noncoding RNAs XIST and AIR (page 7). We also discussed how many noncoding RNAs are poorly conserved. Perform a series of BLAST searches to try to identify human, mouse and other homologs of Xist and AIR. Try searching the RefSeq, nonredundant, or other nucleotide databases.

Solutions/comments:
The human XIST accession is NR_001564.2. A megaBLAST search against the RefSeq RNA database produces close matches across a series of primates.



Try a search in which you exclude primates:

The result is partial matches to species such as horse and sheep:




[10-2] Choose a human rRNA sequence, then perform BLASTN searches against human genomic DNA databases. How many matches do you find, and to what chromosomes are the rDNA sequences assigned?

Solutions/comments:
Set NCBI Nucleotide to human RefSeq rRNA sequences, of which there are 21:


Select the first match (NR_003287.2), click “Run BLAST” and select a megaBLAST search against human genomic RefSeq DNA:

There are hundreds of matches:
 
The best matches are to the short arms of the acrocentric chromosomes (chr13-15, 21,22). Others are from unplaced contigs that presumably map to ribosomal DNA repeats on the acrocentric chromosomes. Other matches are to non-acrocentric chromosomes, but these span limited regions and typically have limited (e.g. 85%) nucleotide identity.

[10-3] How many noncoding RNAs are in the vicinity of the human beta globin gene? To assess this, go to the UCSC bioinformatics site (►http://genome.ucsc.edu), select the Genome Browser, set the organism to human and choose a particular genome build, then enter the search term hbb to find that gene on chromosome 11. Then display annotation tracks related to noncoding RNAs, and set the view to 10 million base pairs surrounding the HBB gene.

Solutions/comments:
We can select the region chr11:248,001-10,248,000 of GRCh37/hg19.
	Track category
	Track
	Number in this region

	Genes and gene predictions
	tRNA genes
	1

	
	sno/miRNA genes
	10

	
	Yale Pseudo60
	101

	
	lincRNA transcripts
	73

	
	lincRNA-seq reads
	72


 

[10-4] Telomerase is a ribonucleoprotein polymerase that in humans maintains active telomere ends by adding many copies of the repetitive sequence TTAGGG. The enzyme (which is a protein) includes an RNA component that serves as a template for the telomere repeat. To what chromosome is this noncoding RNA gene assigned? As one approach, find the entry in Entrez Nucleotide at NCBI. As another approach, search Rfam with the keyword telomerase.

Solutions/comments:
The NCBI Gene entry indicates that TERT is on chromosome 5.


[10-5]	Perform digital differential display:
●	Go to UniGene (► http://www.ncbi.nlm.nih.gov/UniGene/).
●	Go to Homo sapiens.
●	Click library differential display.
●	Click some brain libraries, then “Accept changes.”
●	Choose a second pool of libraries to compare.






Solutions/comments:
Navigate to UniGene then to http://www.ncbi.nlm.nih.gov/UniGene/ddd.cgi


Select human:


Select brain as pool A, and check boxes next to a few libraries that have many ESTs.



Select heart as pool B.

Select a few libraries.

Compare the two pools. The tool identifies transcripts selectively regulated in heart or brain, such as muscle-specific myosins in heart and an olfactory-specific protein in brain.






Solutions to problems: Chapter 11
Microarrays and RNA-seq




[11-1] We described GEO2R. Visit NCBI’s GEO and select another dataset to analyze. (For example, search GEO DataSets with the term encode or “1000 Genomes” and select a dataset having a GEO2R link.) Inspect the R code; copy the R code to a text editor. Open R (or RStudio) and repeat the commands line-by-line.

Solutions/comments:
Enter a search for NA12878 at the NCBI home page. There are >3300 GEO DataSets:


We can limit the output to “expression profiling by array” (on the left sidebar) and follow the GEO2R link of the first entry.

We arrive at a list of 126 samples.


Define three groups: Unfractionated, light, heavy. Add the first five samples to each group.
[image: ]

[image: ]

Click Top 250.
[image: ]
The website includes R code. I have entered it into an R markdown file, chapter11problem1.Rmd. Use it to explore the R code.



[11-2] Obtain a set of CEL files from NCBI GEO. You can download them from the website to your working directory, or use the getGEO function (from the GEOquery package) to import them.
> source("http://bioconductor.org/biocLite.R")
> biocLite("GEOquery")

Repeat the affy and limma  analyses described in this chapter on your dataset.

Solutions/comments:
To learn more about GEOquery visit http://bioconductor.org/packages/release/bioc/html/GEOquery.html.
In RStudio, try:
browseVignettes("GEOquery")
The bioconductor site offers doucumentation on R packages for microarray data analysis:
http://bioconductor.org/help/workflows/arrays/


[11-3] Perform hierarchical clustering using R. Obtain a matrix of genes (n=8) and samples (n=14) from Web Document 11.6 at ►http://www.bioinfbook.org/chapter11. Copy this as a text file into an R working directory. Then use the following commands (# indicates a comment line). 
> dir() 	
#view the contents of your directory; this should include the file myarraydata.txt
> z=read.delim("myarraydata.txt")
#read.delim is a principal way of reading a table of data into R. This creates a new file called z #with 8 rows (genes) columns including gene name, chromosomal locus, and 14 samples.
> z
#view the data matrix z consisting of 8 genes and 14 samples
> row.names(z)=z[,1]
> clust=hclust(dist(z[,3:16]),method="complete")
#create a distance matrix using columns 3 to 16; perform hierarchical clustering using the #complete linkage agglomeration method
> plot(clust)
#generate a plot of the clustering tree, such as a figure shown in this chapter
#Note that you can repeat this using a variety of different methods (e.g. method=”single” #or method=”median”. Type ?hclust for more options.
> z.back=z[,-c(1,2)]
#create a version of matrix z called z.back in which two columns containing the gene names and #chromosomal loci are removed.
> z.back
#view this matrix
> w=t(z.back)
#create a new file called w by transposing z.back.
> w
#view matrix w. There are now 4 rows (samples) and 8 columns (genes).
> clust=hclust(dist(w[,1:8]),method="complete")
> plot(clust)
#perform clustering. The cluster dendrogram now shows 14 samples (rather than 8 genes).
> clust=hclust(dist(z[,3:16],method="euclidean"),method="complete")
> plot(clust)
> clust=hclust(dist(z[,3:16],method="manhattan"),method="complete")
> plot(clust)
> clust=hclust(dist(z[,3:16],method="minkowski"),method="complete")
> plot(clust)
> clust=hclust(dist(z[,3:16],method="binary"),method="complete")
> plot(clust)
> clust=hclust(dist(z[,3:16],method="maximum"),method="complete")
> plot(clust)
> clust=hclust(dist(z[,3:16],method="canberra"),method="complete")
> plot(clust)
#You can vary the metric by which you create a distance matrix (e.g. Euclidean, manhattan, minkowski, binary, maximum, canberra) as well as varying the clustering method ("ward", "single", "complete", "average", "mcquitty", "median" or "centroid").  

Solutions/comments:
I have created an R markdown file called chapter11problem3.Rmd. Open this in RStudio and you can click the “run” command at each line of code to implement the code and see the result. Click “Knit HTML” to see the result in a pretty format; the document name is chapter11problem3.html.
Solutions to problems: Chapter 12
Protein Analysis and Proteomics



[12-1] Use biomaRt to extract a protein sequence starting with the HGNC gene symbol for hemoglobin beta (HBB). (1) Install R and RStudio and load biomaRt (Chapter 8 and this chapter). (2) Retrieve the sequence with the following four commands.

> library(biomaRt)
> mart <- useMart(biomart="ensembl", dataset="hsapiens_gene_ensembl")
> seq = getSequence(id="HBB", type="hgnc_symbol", seqType="peptide", mart=mart)
> seq

Solutions/comments:
I have created an R markdown file called chapter12problem1.Rmd. Open this in RStudio and you can click the “run” command at each line of code to implement the code and see the result. Click “Knit HTML” to see the result in a pretty format; the document name is chapter12problem1.html.


[12-2] We introduced EDirect (Box 12.1) as a way to access NCBI Entrez databases from the command line. First, set it up (on Linux, Windows or Mac machines). Then, extract the largest human proteins in the FASTA format. Try the following command, in which the $ symbol indicates a UNIX prompt.
$ esearch -db protein -query "1000000:1500000 [MLWT] AND human [ORGN]" | efetch -format fasta 
Here the esearch program searches through the database we specify (protein database), and the query is restricted to a particular molecular weight (MLWT) and species (human). We then use the pipe command (|) to send the result to the efetch utility that downloads the data of interest. We specify that we want the data in the FASTA format. You can also send the results to a file called myresults.txt:
$ esearch -db protein -query "1000000:1500000 [MLWT] AND human [ORGN]" | efetch -format fasta > myresults.txt 
Next try searching for different information using additional queries and filters.

Solutions/comments:
Here’s the result of the first part of the above query using esearch only:
[image: ]
This shows that there are 34 results. Next repeat the command, adding the pipe to efetch, and send the results to less:
[image: ]


The result is shown here:
[image: ]
You can also send the results to a file using the > utility, as described in the problem above.




[12-3] Select a group of unaligned, divergent globins (Web Document 6.3 at 
►http://www.bioinfbook.org/chapter6). Use them as input to the PRATT program at Prosite (►http://www.expasy.ch/prosite/) in order to find a representative pattern. Scan this pattern against the PROSITE database using the ScanPROSITE tool. Do you identify globin proteins? Are there non-globin proteins as well?

Solutions/comments:
xxxxxxxxxxxx
The Chapter 6 website is found via:
http://www.bioinfbook.org/
http://www.bioinfbook.org/php/?q=C6E3
Here are FASTA-formatted,  unaligned globins from Web Document 6.1:
>beta_globin 2hhbB NP_000509.1 [Homo sapiens]
MVHLTPEEKSAVTALWGKVNVDEVGGEALGRLLVVYPWTQRFFESFGDLSTPDAVMGNPKVKAHGKKVLG
AFSDGLAHLDNLKGTFATLSELHCDKLHVDPENFRLLGNVLVCVLAHHFGKEFTPPVQAAYQKVVAGVAN
ALAHKYH
>myoglobin 2MM1 NP_005359.1 [Homo sapiens]
MGLSDGEWQLVLNVWGKVEADIPGHGQEVLIRLFKGHPETLEKFDKFKHLKSEDEMKASEDLKKHGATVL
TALGGILKKKGHHEAEIKPLAQSHATKHKIPVKYLEFISECIIQVLQSKHPGDFGADAQGAMNKALELFR
KDMASNYKELGFQG
>neuroglobin 1OJ6A NP_067080.1 [Homo sapiens]
MERPEPELIRQSWRAVSRSPLEHGTVLFARLFALEPDLLPLFQYNCRQFSSPEDCLSSPEFLDHIRKVML
VIDAAVTNVEDLSSLEEYLASLGRKHRAVGVKLSSFSTVGESLLYMLEKCLGPAFTPATRAAWSQLYGAV
VQAMSRGWDGE
>soybean_globin 1FSL leghemoglobin P02238 LGBA_SOYBN [Glycine max]
MVAFTEKQDALVSSSFEAFKANIPQYSVVFYTSILEKAPAAKDLFSFLANGVDPTNPKLTGHAEKLFALV
RDSAGQLKASGTVVADAALGSVHAQKAVTDPQFVVVKEALLKTIKAAVGDKWSDELSRAWEVAYDELAAA
IKKA
>rice_globin 1D8U rice Non-Symbiotic Plant Hemoglobin NP_001049476.1 [Oryza sativa (japonica cultivar-group)]
MALVEDNNAVAVSFSEEQEALVLKSWAILKKDSANIALRFFLKIFEVAPSASQMFSFLRNSDVPLEKNPK
LKTHAMSVFVMTCEAAAQLRKAGKVTVRDTTLKRLGATHLKYGVGDAHFEVVKFALLDTIKEEVPADMWS
PAMKSAWSEAYDHLVAAIKQEMKPAE

Find the PRATT program.
http://web.expasy.org/pratt/
[image: ]
Enter the globin sequences.
[image: ]
Run Pratt. Send the results to ScanPROSITE.
There are many matches, although a globin pattern is not identified.
[image: ]
Try repeating the search with a group of closely related globins (from Web Document 6.2).
>human_NP_000509
MVHLTPEEKSAVTALWGKVNVDEVGGEALGRLLVVYPWTQRFFESFGDLSTPDAVMGNPKVKAHGKKVLG
AFSDGLAHLDNLKGTFATLSELHCDKLHVDPENFRLLGNVLVCVLAHHFGKEFTPPVQAAYQKVVAGVAN
ALAHKYH
>Pan_troglodytes_XP_508242
MVHLTPEEKSAVTALWGKVNVDEVGGEALGRLLVVYPWTQRFFESFGDLSTPDAVMGNPKVKAHGKKVLG
AFSDGLAHLDNLKGTFATLSELHCDKLHVDPENFRLLGNVLVCVLAHHFGKEFTPPVQAAYQKVVAGVAN
ALAHKYH
>Canis_familiaris_XP_537902
MVHLTAEEKSLVSGLWGKVNVDEVGGEALGRLLIVYPWTQRFFDSFGDLSTPDAVMSNAKVKAHGKKVLN
SFSDGLKNLDNLKGTFAKLSELHCDKLHVDPENFKLLGNVLVCVLAHHFGKEFTPQVQAAYQKVVAGVAN
ALAHKYH
>Mus_musculus_NP_058652
MVHLTDAEKSAVSCLWAKVNPDEVGGEALGRLLVVYPWTQRYFDSFGDLSSASAIMGNPKVKAHGKKVIT
AFNEGLKNLDNLKGTFASLSELHCDKLHVDPENFRLLGNAIVIVLGHHLGKDFTPAAQAAFQKVVAGVAT
ALAHKYH
>Gallus_gallus_XP_444648
MVHWTAEEKQLITGLWGKVNVAECGAEALARLLIVYPWTQRFFASFGNLSSPTAILGNPMVRAHGKKVLT
SFGDAVKNLDNIKNTFSQLSELHCDKLHVDPENFRLLGDILIIVLAAHFSKDFTPECQAAWQKLVRVVAH
ALARKYH
Now, globin patterns are readily detected:

The choice of input proteins is therefore crucial.

[12-4] InterPro has a BioMart (available at http://www.ebi.ac.uk/interpro/biomart/martview/). Use it to find how many human proteins have sequence lengths greater than 20,000. Currently, there are five having the following UniProtKB protein accessions, names, and lengths: (1) Q8WXI7, MUC16_HUMAN, 22,152; (2) D3DPF9_HUMAN, 26,926;  (3) C0JYZ2_HUMAN, 33,423; (4) Q8WZ42, TITIN_HUMAN, 34,350; (5) D3DPG0_HUMAN, 34,942.

Solutions/comments:
As of November 2015 the EBI BioMart service is (temporarily) unavailable as described on its website (http://www.biomart.org/martservice.html).
I am not aware of a way to solve this problem using the main Ensembl BioMart resource (http://www.ensembl.org/biomart/martview/) via the web service only. Set the filter to genes having HGNC identifiers (these correspond to officially described genes; see http://www.genenames.org). For the attributes, you can select the transcript start and end. (Of course, you can select additional or different attributes.)

The output can be downloaded as a CSV (comma-separated) text file, but this results in the length of the transcripts (which can be sorted) but not the lengths of the proteins. To obtain this one can use BioMart to select the coding sequences:
[image: ]
The longest of these can be evaluated using a Perl or Python script.

[12-5]	Salmon has a pinkish color, and some lobsters are blue (but turn red when boiled) because a chromophore called astaxanthin binds to a carrier protein called crustacyanin. Examine the protein sequence of crustacyanin from the European lobster Homarus gammarus. What are some of its physical properties (e.g., molecular weight, isoelectric point)? Does it have any known domains or motifs that might explain how or why it binds to the chromophore? Use the tools at the ExPASy site. (For more information about this protein, read the article at ExPASy: ► http://www.expasy.org/spotlight/back_issues/sptlt026.shtml.)

Solutions/comments:
A search of NCBI Protein with the query produces 9 results. Note that the same 9 results are returned if we use the query crustacyanin[All Fields] AND "Homarus gammarus"[Organism] which explicitly states the organism name.

The A1 subunit has 181 amino acids. Its NCBI Protein entry includes the comment: “[FUNCTION] Binds the carotenoid astaxanthin (AXT) which provides the blue coloration to the carapace of the lobster.” Further notes include: “[SUBUNIT] Oligomer; Can form dimers (beta-crustacyanin); or complexes of 16 subunits (alpha-crustacyanin). There are five types of subunits: A1, A2, A3, C1 and C2. {ECO:0000269|PubMed:12119396}.
            [SUBCELLULAR LOCATION] Secreted, extracellular space.
            [TISSUE SPECIFICITY] Found in the carapace.
            [SIMILARITY] Belongs to the calycin superfamily. Lipocalin family.”
We see that this protein is a member of the lipocalin family. These proteins are typically 20 kilodaltons, soluble (lacking hydrophobic regions that traverse membranes), and secreted. The structure includes a calyx or cup-like region that binds some ligand.

[12-6]	Evaluate human syntaxin at the ExPASy site. Does it have coiled-coil regions? How many predicted transmembrane regions does it have? What is its function? 

Solutions/comments:
First we find the syntaxin protein sequence (human syntaxin 1a). 

Its sequence in the FASTA format:
>gi|4759182|ref|NP_004594.1| syntaxin-1A isoform 1 [Homo sapiens]
MKDRTQELRTAKDSDDDDDVAVTVDRDRFMDEFFEQVEEIRGFIDKIAENVEEVKRKHSAILASPNPDEK
TKEELEELMSDIKKTANKVRSKLKSIEQSIEQEEGLNRSSADLRIRKTQHSTLSRKFVEVMSEYNATQSD
YRERCKGRIQRQLEITGRTTTSEELEDMLESGNPAIFASGIIMDSSISKQALSEIETRHSEIIKLENSIR
ELHDMFMDMAMLVESQGEMIDRIEYNVEHAVDYVERAVSDTKKAVKYQSKARRKKIMIIICCVILGIVIA
STVGGIFA
We can assess coiled-coil regions with the COILS program at ExPASy (http://embnet.vital-it.ch/software/COILS_form.html).

Read the documentation to understand the matrix and window width options. The output shows that syntaxin has a strong propensity to form a coiled-coil region. This has been shown to mediate its binding to other SNARE proteins such as SNAP-25.




[12-7]	Olfactory receptors are related to the rhodopsin-like G-protein coupled receptor (GPCR) superfamily. What percent of the mouse proteome is comprised of these receptors? About what percent of the human proteome is comprised of these receptors?
Solutions/comments:
A search of the European Bioinformatics Institute website leads to an InterPro entry for GCPRs (http://www.ebi.ac.uk/interpro/entry/IPR000276):

According to this entry there are about 400 receptors in mouse (and human); 400/20,000 = 1/50th of all protein-coding genes. 
The InterPro entry further links to an article (http://europepmc.org/abstract/MED/12679517) discussing this family in more detail:




[12-8]	Are any of the 15 most common protein domains in E. coli K12 also present in human?

Solutions/comments:
We can search Pfam, the protein family database (http://pfam.xfam.org). Click browse, then search by proteome:

The entry for E. coli (at http://pfam.xfam.org/proteome?taxId=562) shows 6112 domains. We can view the domain composition (http://pfam.xfam.org/proteome?taxId=562#tabview=tab2):

These are the 10 most common domains. Compare this with the human result (from http://pfam.xfam.org/proteome?taxId=9606#tabview=tab2):

By inspection there are no domains in common.


Solutions to problems: Chapter 13
Protein Structure




[13-1]	View the structure of a protein using Cn3D at NCBI.
	[13-1-1] Download Cn3D from the NCBI Structure site (►http://www.ncbi.nlm.nih.gov/Structure/CN3D/cn3d.shtml) (WebLink 13.34). 
	[13-1-2] Go to NCBI Entrez Structures and select a lipocalin. You can access this from the main NCBI page by going to “structure.” Alternatively, in Entrez you can type a query, select “limits,” and restrict the output to PDB. If you select “odorant-binding protein,” there are entries for odorant-binding proteins from several different species. From cow, there are entries deposited independently from different research groups (e.g., PDB identifiers 1OBP, 1PBO).
	[13-1-3] Select “View 3D Structure” in the MMDB web page. Explore the links on the page. Click “View/Save Structure.” 
	[13-1-4] Two windows open: the Cn3D viewer and the 1D-viewer. Click on each of these, and notice how they are interconnected. Change the “style” of the Cn3D viewer. Identify the α helices and β sheets of the protein.

Solutions/comments:
I have created a videocast that demonstrates this problem (see http://bioinfbook.org).

[13-2]	View the structure of a protein using Jmol at PDB. 
	[13-2-1] Go to ►http://www.pdb.org (WebLink 13.35) and enter the term 4HHB (for hemoglobin) in the search box. Note that the title of this page is “the crystal structure of human deoxyhaemoglobin at 1.74 angstroms resolution.”  An icon at the top includes the option to download the pdb file to your desktop; by doing this you can easily load the 4HHB file into other programs later. Next, under the heading “display options” click Jmol.
	[13-2-2] The Jmol program opens (running Java) without the need to install software locally. There are pull-down menus and command tabs along the side and bottom of the image of hemoglobin, including a help document. Explore its dozens of features including viewing options.

Solutions/comments:
I have created a videocast that demonstrates this problem (see http://bioinfbook.org).

[13-3]	 View the structure of a protein using DeepView at ExPASy.
	[13-3-1] Visit the website for DeepView, the Swiss PDB Viewer, at ►http://expasy.org/spdbv/ (WebLink 13.36). Select download and install the software locally.
	[13-3-2] Open the file 3RGK  (a myoglobin pdb file). You can find this by visiting PDB (http://www.pdb.org), querying 3RGK , and downloading the pdb file to your desktop. There is a main toolbar (see Fig. 13.2b); use its FileOpen command.
	[13-3-3] Under the Window pull-down menu, open the control panel. Click the column header “show” to deselect all the amino acid residues, then click the first two to view just them. On the main toolbar, click the , ,  button (see Fig. 13.2b) to view the bond angles.

Solutions/comments:
I have created a videocast that demonstrates this problem (see http://bioinfbook.org).


[13-4]	Compare the structures of two lipocalins using VAST at NCBI:
●	Go back to the MMDB page for 1PBO and select “Structure neighbors.” (This can be accessed by mousing over the protein graphic.) You are now looking at the NCBI VAST (Vector Alignment Search Tool) site. There is a list of proteins related to OBP. Select one or two other proteins, such as β-lactoglobulin or retinol-binding protein, by clicking on the box(es) to the left. Now view/save the alignments.
●	Notice that two windows open up: Cn3D and DDV (the two-dimensional viewer). Again explore the relationship between these two visualization tools. What are the similarities between the proteins you are comparing? What are their differences? Highlight the regions of conserved amino acids both in the alignment viewer and the graphical viewer. Where are the invariant GXW residues located?

Solutions/comments:
I have created a videocast that demonstrates this problem (see http://bioinfbook.org).


[13-5] Compare the structures of two lipocalins using Dali at ►http://ekhidna.biocenter.helsinki.fi/dali/start  (WebLink 13.37). Try structures such as 1PBO (for an odorant-binding protein) and 1RBP (for retinol-binding protein). Are the structures significantly related? By what criteria? Are the sequences significantly related, and by what criteria?

Solutions/comments:
We can see the results of a Dali search for 1PBO:

This particular search includes 860 results, including pairwise structural alignments:

A pairwise structural alignment between 1PBO and 1RBP is shown:

The Z score is 8.5, suggesting this alignment is far more likely to have occurred than expected by chance. However, there are very few positions of amino acid identity between the two aligned proteins.
We can also perform a pairwise sequence alignment using BLASTP. The sequences are:
>1pboA
AQEEEAEQNLSELSGPWRTVYIGSTNPEKIQENGPFRTYFRELVFDDEKGTVDFYFSVKRDGKWKNVHVKATKQDDGTYVADYEGQNVFKIVSLSRTHLVAHNINVDKHGQKTELTGLFVKLNVEDEDLEKFWKLTEDKGIDKKNVVNFLENEDHPH
>1RBP:A|PDBID|CHAIN|SEQUENCE
ERDCRVSSFRVKENFDKARFSGTWYAMAKKDPEGLFLQDNIVAEFSVDETGQMSATAKGRVRLLNNWDVCADMVGTFTDTEDPAKFKMKYWGVASFLQKGNDDHWIVDTDYDTYAVQYSCRLLNLDGTCADSYSFVFSRDPNGLPPEAQKIVRQRQEELCLARQYRLIVHNGYCDGRSERNL

The BLASTP search result shows little evidence for homology:

This example highlights a basic principle. Sequences diverge more quickly than structures. It is challenging to correctly align these two proteins, yet they share authentically related structures.


[13-6] This problem involves identifying a known structure related to your sequence of intrest, and then modeling the structure of your protein. A child has seizures and intellectual disability. To try to find the genetic cause you sequence the exome of the child and his parents, and find a de novo mutation (M79nn)  in GABRB encoding the beta subunit of the GABA receptor. (1) Find a related structure by identifying the GABRB protein sequence at NCBI, and performing a BLASTP search restricted to the PDB. Alternatively, you can go to PDB and perform a database search. (2) Vist the SWISS-MODELLER (via ExPASy), register, and go to the SwissModel Automatic Modelling Mode. There, paste in the FASTA-formatted GABRB protein, and specify the PDB accession  of the closest related known structure (e.g. 3rhw chain A). 

Solutions/comments:
See the following publication describing this particular mutation in GABRB2:

Srivastava S, Cohen J, Pevsner J, Aradhya S, McKnight D, Butler E, Johnston M,
Fatemi A. A novel variant in GABRB2 associated with intellectual disability and
epilepsy. Am J Med Genet A. 2014 Nov;164A(11):2914-21. doi: 10.1002/ajmg.a.36714.
Epub 2014 Aug 13. PubMed PMID: 25124326; PubMed Central PMCID: PMC4205182.

An NCBI Protein search shows the protein entry:

Note the link on the right sidebar “Run BLAST.” Do this, restricting the database to PDB. There are many matches, each having a solved structure.

At the time of the above publication (and when I wrote problem 13-6) the closest solved structure was of 3RHW, a nematode receptor:

Subsequently the structure of a GABA receptor closely related to GABRB2 was solved (PDB accession 4COF):

You can proceed to model GABRB2 to either the closely related 4COF or to the more distantly related structure 3RHW. Visit http://swissmodel.expasy.org.

Create an account and log in. Obtain the FASTA sequence for the target protein (NP_068711):
>gi|12548785|ref|NP_068711.1| gamma-aminobutyric acid receptor subunit beta-2 isoform 1 precursor [Homo sapiens]
MWRVRKRGYFGIWSFPLIIAAVCAQSVNDPSNMSLVKETVDRLLKGYDIRLRPDFGGPPVAVGMNIDIAS
IDMVSEVNMDYTLTMYFQQAWRDKRLSYNVIPLNLTLDNRVADQLWVPDTYFLNDKKSFVHGVTVKNRMI
RLHPDGTVLYGLRITTTAACMMDLRRYPLDEQNCTLEIESYGYTTDDIEFYWRGDDNAVTGVTKIELPQF
SIVDYKLITKKVVFSTGSYPRLSLSFKLKRNIGYFILQTYMPSILITILSWVSFWINYDASAARVALGIT
TVLTMTTINTHLRETLPKIPYVKAIDMYLMGCFVFVFMALLEYALVNYIFFGRGPQRQKKAAEKAASANN
EKMRLDVNKIFYKDIKQNGTQYRSLWDPTGNLSPTRRTTNYDFSLYTMDPHENILLSTLEIKNEMATSEA
VMGLGDPRSTMLAYDASSIQYRKAGLPRHSFGRNALERHVAQKKSRLRRRASQLKITIPDLTDVNAIDRW
SRIFFPVVFSFFNIVYWLYYVN
Enter the search as follows:

Search for templates. 50 are found, the best of which is 4COF:

Proceed to build and compare models.
An example of model results is shown here:

A variety of metrics are given. Output options include a PDB file, the top of which is shown here:




[13-7]	Mutations in the beta chain of hemoglobin (gene symbol HBB; also called beta globin) can cause sickle cell anemia or other diseases. Try to find the PDB accession numbers for both normal hemoglobin and a mutated form. Try the following:
●	The NCBI Structure page
●	The PDB
●	CATH or SCOP
●	A BLASTP search against the PDB at the NCBI website

Solutions/comments:
Searching the NCBI Structure database produces >300 matches to hemoglobin, restricted to human:

Adding the search term mutant further restricts the results:

Similar results are found in PDB, CATH or SCOP. A PDB search for hemoglobin disease shows:

Another PDB search with the terms hemoglobin mutant human produces about 98 results (and also includes SCOP classifications as shown above).
See problem [13-6] for an example of a BLASTP search against PDB.


[13-8]	Sickle-cell anemia is caused by a specific mutation in HBB, E6V (i.e., a glutamic acid residue at amino acid position 6 is substituted with a valine). As a consequence of this mutation, hemoglobin tetramers can clump together. This causes the entire red blood cell to deform, adopting a sickled shape. Use PDB identifier 4HHB for wild-type hemoglobin and 2HBS for a mutant form. Compare the structures using the VAST tool at NCBI. Is the glutamate at position 6 on the surface of the protein or is it buried inside? Does the mutation to a valine cause a change in the predicted secondary or tertiary structure of the protein?

Solutions/comments:
For many decades the HBB E6V mutation (glutamic acid residue at amino acid position 6 substituted with a valine) was one of the most famous in biology. However, the initial methionine was cleaved and the more precise definition of this mutation is HBB E7V.
Enter 4HHB into the NCBI home page. Follow the link to the structure entry (in the MMDB database), click VAST+, and search within the results for 2HBS (note the box at upper right that we use to quickly find 2HBS amidst the long list of structural neighbors):

Hemoglobin is a tetramer of four subunits, and it is the beta subunit that harbors the mutation. Therefore we need to specify the subunit; in the above screen capture note that you can click the blue-circled B on both 4HHB and 2HBS to make this selection, as follows:

The structure viewer shows no difference between 4HHB (B chain) and the HBS2 structure; note at the top a single residue, highlighted in yellow, is the mutated valine near the amino terminus of the protein. Thus while the substitution is biologically meaningful (and is the molecular cause of a disease) the change is too subtle to see by visualizing the three-dimensional structure.





[13-9] One way to obtain a list of identifiers for protein structures is by using a Perl script to query NCBI databases. For those without experience writing Perl scripts NCBI offers an interactive web tool called EBot. This constructs an E-utility pipeline. (1) Visit the EBot web page (http://www.ncbi.nlm.nih.gov/Class/PowerTools/eutils/ebot/ebot.cgi) (WebLink 13.38). (2) Enter your email address, Note that you could have selected from dozens of databases to begin. (3) Enter a  PubMed text query, Perutz M[Au]. This should limit results to articles by Max Perutz. Click “Add Step to Pipeline.” (4) Choose “Link the entire data set to one set of related records (elink)” and “Build Step.” (5) Scroll down to select “Structure Links” then “Add Step to Pipeline.” (6) Choose “Stop here and download the UIDs” then Build Step. (7) Provide an output file name (ebot_globins) and “End Pipeline.” (8) Choose a file name (e.g. ebot1.pl) and generate the Perl script. (8) Save the script to your computer, and run it by typing perl in Windows (use the command prompt), Mac OS/X (use the terminal), or Linux (use the shell). A copy of this Perl script is available as a text file (Web Document 13.2).  

Solutions/comments:
The eBot home page is here:

Enter the query Perutz M[Au]:

Add the  elink:

Choose structures:

Choose an output file name and end the pipeline:

Name your Perl script (use the extension .pl). 

The Perl script is generated in placed in your downloads folder. I have renamed it chapter13Problem9_myScript.pl. 
You can open it in TextEdit although features are not highlighted.
Move it to a folder of your choice. You can view it using less (the argument -N turns on line numbers); the code is over 2000 lines and you can inspect it, including the customized search parameters that statrt at line 81:

Type perl to run Perl, as follows: 

The output will consist of 18 links. These are sent to the file name you specified.

We obtain our list of identifiers.



EBot is useful to help you become familiar with Perl scripts. Writing commands in a programming language is far more flexible and powerful than using web-based tools.







Solutions to problems: Chapter 14
Functional Genomics




 [14-1]	Suppose you did not know anything about the function of hemoglobin but wanted to use bioinformatics resources to learn about its role in mouse and zebrafish. What information can you find?

Solutions/comments:
This problem can be answered in  many ways. You can begin with central resources such as NCBI Gene for the human protein (http://www.ncbi.nlm.nih.gov/gene/3043). In addition to many NCBI tools, there are many linked resources:


The mouse NCBI gene entry (http://www.ncbi.nlm.nih.gov/gene/15127) includes a link to MGI.

At MGI there are vast resources (http://www.informatics.jax.org/marker/MGI:96020). For example, you can explore the phenotype of mouse knockouts and various alleles.


You can also use the key organism-specific resources at ZFIN. From NCBI we can look for the zebrafish homolog at the NCBI Gene human entry. 

However, the orthologs do not include zebrafish, nor does the HomoloGene entry. As one approach, link to the human protein (http://www.ncbi.nlm.nih.gov/protein/NP_000509.1) and perform a DELTA-BLAST search restricted to the RefSeq database and the species Danio rerio.
The top two matches are to uncharacterized proteins, followed by hemoglobin subunit beta-2:

>gi|53749219|ref|NP_001005403.1| hemoglobin subunit beta-2 [Danio rerio]
MVEWTDAERTAILGLWGKLNIDEIGPQALSRCLIVYPWTQRYFATFGNLSSPAAIMGNPKVAAHGRTVMGGLERAIKNMDNIKNTYAALSVMHSEKLHVDPDNFKLLADCITVCAAMKFGQAGFNADIQEAWQKFLAVVVSALCRQYH
The NCBI Gene entry for this gene is at http://www.ncbi.nlm.nih.gov/gene?cmd=retrieve&list_uids=30217. There is a link to ZFIN, the zebrafish database (http://zfin.org/ZDB-GENE-990415-19). This site has extensive resources on the function of zebrafish proteins, although in this specific case there are only limited phenotypic data.
A search of ZFIN with the term hemoglobin produces far more links to detailed phenotypic (and other) data on globins in zebrafish:


[14-2] Select a yeast gene such as SEC1. Is it an essential gene? What proteins does it interact with based on physical (biochemical) or genetic assays? Are the interactions observed in yeast also found in mammalian systems? 

Solutions/comments:
Visit SGD (http://yeastgenome.org) and enter sec1 in the search box. There is a main entry at http://yeastgenome.org/locus/S000002571/overview. It is an essential gene: the null is inviable. 190 interactions are listed:

To  explore whether yeast interactions are observed in the corresponding human gene (STXBP1) or protein, visit the NCBI Gene site (http://www.ncbi.nlm.nih.gov/gene/6812).

There are interactions between the yeast proteins (e.g. Sec1p and Sso1p) and the corresponding human proteins (e.g. STXBP1 and syntaxin 1A).

[14-3] List all human genes for which there is a targeted knock-out allele in mouse. To do this, use MGI BioMart (choose the allele type filter). 

Solutions/comments:
The MGI BioMart is at http://biomart.informatics.jax.org/biomart/martview/. In October 2015 it was retired and replaced by MouseMine (http://www.mousemine.org/mousemine/begin.do).  You can approach this problem using the main Ensembl.org BioMart. Set the dataset to mouse, and choose the phenotype source IMPC. 

This particular query ony shows results for IMPC; there are 5357 entries. The first ten are shown here:

You can also explore this problem in MouseMine, for example studying mouse alleles:
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QILKQTAEMYVKADGSVEEAENVMKFMNETTAQWRNLSVEVRSVRSMLEEVISNHDRYGNTVASLOANLE
DAEKMLNQSENAKKDFFRNLPHWIQQHTAMNDAGNFLTETCDEMVSRDLKQQLLLINGRWRELFMEVKQY
AQADEMDRMKKEYTDCVVTLSAFATEAHKKLSEPLEVSFMNVKLLIQDLEDTEQRVPVMDAQYKI TTKTA
HLITKESPQEEGKEMFATMSKLKEQLTKVKECYSPLLYESQQLLTPLEELEKQMTSFYDSLGKINETITV
LEREAQSSALFRQKHQELLACQENCKKTLTLIERGSQSVQKFVTLSNVLKHFDQTRLORQTADIHVAFQS
MVKKTGDWKKHVETNSRLMKKFEESRAELEKVLRTAQEGLEEKGDPEELLRRHTEFFSQLDQRVLNAFLK
ACDELTDILPEQEQQGLQEAVRKLHKQWKDLQGEAPYHLLHLK I DVEKNRFLASVEECRTELDRETKLMP
QEGSEKITKEHRVFFSDKGPHHLCEKRLQLTEELCVKLPVRDPVRDTPGTCHVTLKELRAATDSTYRKLM
EDPDKWKDYTSRFSEFSSWISTNETQLKGTKGEATDTANHGEVKRAVEETRNGVTKRGETLSWLKSRLKV
LTEVSSENEAQKQGDELAKLSSSFKALVTLLSEVEKMLSNFGDCVQYKETVKNSLEELTSGSKEVOEQAE
KILDTENLFEAQQLLLHEQQKTKRISAKKRDVQQQTAQAQQGEGGLPDRGHEELRKLESTLDGLERSRER
QERRIQVTLRKWERFETNKETVVRYLFQTGSSHERFLSFSSLESLSSELEQTKEF SKRTESTAVQAENLY
KEASETPLGPQONKQLLQQQAKS TKEQVKKLEDTLEEDTKTMEMVKTKWDHF GSNFETLSVWI TEKEKELN
ALETSSSAMDMQISQIRVIIQRTESKLSSIVGLEEEAQSFAQFVITGESARTKAKLTQTRRYGEELREHA
QCLEGTILGHLSQQOKFEENLRKIQQSVSEFEDKLAVPTKICSSATETYKVLQEHMDLCQALESLSSATT
AFSASARKVVNRDSCVQEAAALQQQYEDILRRAKERQTALENLLAHWQRLEKELSSFLTWLERGEAKASS
PEMDISADRVKVEGELQLIQALONEVVSQASFYSKLLOLKESLFSVASKDDVKMMKLELEQLDERWRDLE
QTINKRINFLQOSVVAEHQQFDELLLSFSVWIKLFLSELQTTSETSIMDHQVALTRHKDHAAEVESKKGEL
QSLQGHLAKLGSLGRAEDLELLOGKAEDCFQLFEEASQUVERRQLALSHLAEFLQSHASLSGILROLROT
VEATNSMNKNESDLIEKDLNDALQNAKALESAAVSLDGILSKAQYHLKIGSSEQRTSCRATADQLCGEVE
RIQNLLGTKQSEADALAVLKKAFQDQKEELLKSTEDIEERTDKERLKEPTROALQORLRVFNQLEDELNS
'HEHELCWLKDKAKQTAQKDVAFAPEVDREINRLEVTHDDTKRLTHENQGQCCGLIDLMREYONLKSAVSK
VLENASSVIVTRTTIKDQEDLKWAFSKHETAKNKMNYKQKDLDNFTSKGKHLLSELKKTHSSDFSLVKTD
MESTVDKWLDVSEKLEENMDRLRVSLS TWDDVLSTRDEIEGNSNNCVPQMAENT SNLDNHLRAEELLKEF
ESEVKNKALRLEELHSKVNDLKELTKNLETPPDLQF TEADLMQKLERAKET TEVAKGTLKDF TAQSTQVE
KFINDITTWFTKVEESLMNCAQNETCEALKKVKDIQKELQSQQSNISSTQENLNSLCRKYRSAELESLGR
AMTGLIKKHEAVSQLCSKTQASLQESLEKHF SESMQEFQEWFLGAKAAAKESSDRTGDSKVLEAKLHDLO
NILDSVSDGQSKLDAVIQEGQTLYAHLSKQIVSSIQEQITKANEEFQAFLKQCLKDKQALQDCASELGSF
EDQHRKLNLWIHEMEERFNTENLGESKQHT PEKKNEVHKVEMFLGELLAARESLDKLSQRGOLLSEEGHG
AGQEGRLCSQLLTSHONLLRMTKEKLRSCQVALQEHEALEEALOSMWFWVKATQDRLACAES TLGSKDTL,
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Other tools

« PRATT - allows to interactively generate
conserved patterns from a series of
aligned proteins.
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PRATT version 2.1

PRATT i a tool to discover patterns conserved in a set of protein sequences.

This tool can also be run from the EBI server with very similar modalities.

STEP 1 - Enter a set of PROTEIN sequences or an alignment

| Examples |

>hbb_human
MVHLTPEEKSAVTALWGKVNVDEVGGEALGRLLVVYPWTQRFFESFGDLSTPDAVMGNPKVKAHGKKVLGAFSDGLAHLD
NLKGTFATLSELHCDKLHVDPENFRLLGNVLVCVLAHHFGKEFTPPVQAAYQKVVAGVANALAHKYH

>hbb_chimp
MVHLTPEEKSAVTALWGKVNVDEVGGEALGRLLVVYPWTQRFFESFGDLSTPDAVMGNPKVKAHGKKVLGAFSDGLAHLD

NLKGTFATLSELHCDKLHVDPENFRLLGNVLVCVLAHHFGKEFTPPVQAAYQKVVAGVANALAHKYH
>hbb_dog
MVHLTAEEKSLVSGLWGKVNVDEVGGEALGRLLIVYPWTQRFFDSFGDLSTPDAVMSNAKVKAHGKKVLNSFSDGLKNLDN
LKGTFAKLSELHCDKLHVDPENFKLLGNVLVCVLAHHFGKEFTPQUQAAYQKVVAGVANALAHKYH

>hbb_mouse
Your input is @a set of sequences ()an alignment ?
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prlgk ScanProsite Results Viewer

Ouput format: Graphical view - tis view shows ScanProsite results together with ProRule-based predicted intra-domain features [helpl.

Home ScanProsite ProRule Documents Downloads Links Funding

include splice variants (Swiss-Prot)
Hits for USERPAT1{A-x(1,3)-L-x(0,2)-K-x(3)}-[ADTV]-x-V-x(2)-[AEST]-x(4)-[LV]} motif on all UniProtKB/Swiss-Prot (release 2015_11 of 11-Nov-15: 549832 entries) database sequences :
found: 784 hits n 784 sequences

Legend:
b . o s
disulfidobridge  actve site other ranges'  other stes

Please note that the graphical representations of domains displayed hereater are for llustrative purposes only, and that their colors and shapes are not

tended to indicate homology or shared function.
For more information about how these graphical representations are constructed, go to http:/prosite expasy.orgiydomains/.

Hits by USERPATY :
Pattern: A-x(1,3) -L-x(0,2)-K-x(3)-[ADTV]-x-V-x(2)-[AEST]-x(4)-[LV]
Approximate number of expected random matches [Ref: PMID 11535175] in ~ 1001000 sequences (500001000 residues): 133
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